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Ubuntu 24.04 Y RTX 6000 Ada £tZ0jA| NVIDIA E2}0|H,
CUDA 12.9 ¥ Al 214 X =gt 71o|=

O] 21 M= NVIDIA RTX 6000 Ada Generation J2{T& Ft=7 &XHEl Ubuntu 24.04 Y3 AE|0|M0]| NVIDIA E210]
H % CUDA Toolkit 12.98 &X|5t= MAIXQ! 710| =8 HSTLICE E3t GPU 7H4 Y IEEE 2|3 Docker 74 &Y
2 XMIs| MAEHstT NVIDIA Inference Microservices (NIM)E AJ0ELICH O] ™2 ng Al Y 8l 7o 7| X7} &
LICE.

l. M2

21Z XI5 (Al) & HA 2{E(ML) i 222 Lot StEgofot MostH TYE LATEQ 0] AS UL BiL|Ct
NVIDIA RTX 6000 Ada Generation 122} 7t== 48GB GDDR6 ECC H|22|2t 18,176712] CUDA ZO{E &dlf Al, #
G2 3 D45 AR 2ol Ergt 452 AMSYLICH Ubuntu 24.04 LTSE Of2{et 7ICI2R Y32 EES 9let oHF 0|
T 2| MEE SE S FLIC 0| Fto|EE NVIDIA E2}o|H{, CUDA Toolkit H# 12.9 %! HR3t cuDNN ErOIbl
H2|E SHEH| EX[310] YRl Al WY 2FS 7R3t Ol SHS SLICH 2 Docker ZH|O|H LHOIN GPU 7t
NVIDIA NIMS AtE3tH RAS BiESH= £7| EAHIE RS ELIC,.
ZES0] BT CHet A

£
S0l 2t 24 Q40| ¥BHOl MES

£ 2/3 ZAI NVIDIA 2| ZX|E2|S AL
0I5t7| Bt HZ M7 e M Z2EL

T

I AT 27 Al 2 7| B
MK T2 MAE AZESH7| HO| A|AEIO| 3 SIEY 0] 3 ATEQ0] T AFSS £ZF6l1 7|Z 21Z0| ZH|E|A=X| &
Qlst= Zi0| ZLBLICE
A.StES|0] 27 AfS

« GPU: NVIDIA RTX 6000 Ada Generation. 0| 7I== NVIDIA Ada Lovelace OF7|ElX, ECC 7|50| /= 48GB

GDDRG6 HI22|, 4MItH Tensor 20 56871, 3MICH RT 20 14271, CUDA Z0{ 18,1767HE 2= oM X|cl H=
AH|ZF2 300WRIL|CH

o CPU: Intel Core i5/i7/i9/Xeon EE= AMD Ryzen/Epyc A TZM|A.
o AMAH MZE|: GPU H|Z2| 0|4 GPU HI22|9] & Hif HZE (F, >= 48GB, 96GB #HZ!).
o 2HEH&E: PCl Express 4.0 x16 (M=),

. Mg ZF FK|: RTX 6000 Ada®l 300W TDP X 7[EF Al AR 74 A2 X|&67|0f FE3 M2, 0] FHEE X
PCle CEMS5 16T T2l HHEIS AL BHLICE

ml

B.AIXEQ0| 7 AlE

o 24 HA: Ubuntu 24.04 LTS (Noble Numbat) x86_64. NVIDIA RTX 6000 Ada= Ubuntu 24.04 LTSO|M EH|A
EE|AELICE CUDA 12.9% Ubuntu 24.045 X|EHL|CE,
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« S 8lini: Satolt| MX|of WRELICH #A) A% B9 Dot AX[Ho BTt

o gcc O CUDA ME 9l o Z2|H|0|M Aol QLI Ubuntu 24.040]= LEIXOZ S3E|= HZFO| T
ate|of JAELCt.

« Secure Boot: A|AHI2| UEFI/BIOSOIA| Secure Boot7t &4stEl AL =2t0|H MX| Fof £7 tHA|(MOK S&)7t
ZIQSHL|CH MX| TENAEZ 23 Secure BootE YA|MOZ H|EASSH= Z40| Cf ZHokst A7 TEX|oH UL 710
EoME 7| SE g S FotgtL|Ct. 0] 7H0|E& Secure Boot7t EMSHE[0] S 4= Lt 7tHSIH MOK S£0|
SHEE £ U= AIFS AL

C. 8X| M A|AH HH 2 AHHIOIE

1. GPU ZX| &ol:
A|ABIO| NVIDIA RTX 6000 Adag Ql4lsh=X| =telgtL|Ct.Bash
Ispci | grep -i nvidia
£2{0il NVIDIA 22HZ] 7}=7F HA|=[0{0F RLICEH JRX| 42 22 S2|X HX| 3 BIOS HHE QIS AIR. RTX
6000 AdaQ| ZX| ID7 £30f| LIEHE & AELICEH
2. MAH I§7|X] HHIO|E:
A HEfe A|AROZ AESHE 20| E&LICHBash

sudo apt update
sudo apt upgrade -y

3. 71 ¢lc] Y A £ AA):
Ol= E2to|H X & A2 2& Yo X L|CEBash
sudo apt install linux-headers-$(uname -r) build-essential

build-essential ]1H9|X|0”E gcc , g++ , make Etl 7|E|' ]élﬂa.-_l' E‘_r'JI' E?’JElO‘I %ﬁl—l El'-

4. £&st= E210|H X{2| (Nouveau):
QE A2 Nouveau E2t0|HE NVIDIAS| =X E2to|Het 5T £ USLICH =
ZHEIL|CH #|Al NVIDIA %] ZZ3840| 0|2 N2|stX gt HA|HQl Eaa|AE X7}

Jetc/modprobe.d/blacklist-nouveau.conf HI'OEI% D._"E'—-l El‘: BashBash
sudo nano /etc/modprobe.d/blacklist-nouveau.conf
2 £ F7hguch

blacklist nouveau
options nouveau modeset=0

oIS X& St CHS initramfsE YO|0|EdtD MEEISHL|CE

sudo update-initramfs -u

sudo reboot
MEE = E2to|H HXIE TIHSLICE 0] BHAl= NVIDIA 53 E210|HE 218 O 7HRet 2td g E&6o] MX| Amj
= Sokget L SHOZ 0|01 = A= ALl EE2 2 A9St= Ol =20| ELCH

lll. Ubuntu 24.040{|A RTX 6000 Ada-€ NVIDIA E2}0|tH AX]|

2HIE NVIDIA EZI0|HE MX|SH= 242 Al IIEEEZ 2|3l RTX 6000 AdaZ &8317| 9|3t 7|2 CHAQILICH HEE=
g A NVIDIA CUDA HIE® 3 2| XX EE|E MEsH= ZYLICL 0l =2t0|H2 CUDA Toolkit 2+2| £|X 9| %t
M2 HESH7| HIEQLICE 0] M2 HHAI2 NVIDIATF AT EQ|0] AEHS 2|3} 0|28t 2|EX|EE|IE HE|SI2E =0l
Ubuntu E2}0|H{L} EtAF PPAE ALESH= ZAELCH ME AI/ML 70| LEHO 2 O Z=EL|Ct,

A.NVIDIA CUDA HIEQ|3 2| EX|E8| 1M

NVIDIA CUDA 2|ZX|E2|= E20|H, CUDA Toolkit & 7|Ef 22 AT E)|0{0f| chet HAAE HS LT Ubuntu
24.049| 32 2|EX|EE|S LS 20| geHioF GLICE o] BB 2 WIEHI 2[EX|E2] 20| LSt NVIDIA 2M0| XS
E 728 7|22 51 Ubuntu 24.0401 S ZHE[ICH, ME IF|X| S20| A= A2 SR USLICE
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1.

NVIDIA CUDA 2| EX|E2| 7| Y 2|EX|E2| AA EI}: cudakeyring IHF|X[= NVIDIA IH7|X| MEO| AFREl= GPG 7|
£ XI5t mi7|X|9| M2 HE HEEL|C

Bash

Ol NEAE= MA 7|2 I{7|X|E CHRZESHD

dpkg & AFESH0] HX|SF CHZ(NVIDIA GPG 7| S8) M2 #7712 NVIDIA 2| ZEX|E2|Q] T{7|X|E Eefot=E 22

apt 7 |X| FES AO|0|E-ILCE.

/== d

# cuda-keyring I{7|X| CREE % MX|
# &1 detst URLS HEE o+ USLICE 24 Ubuntu 24.048 |41 NVIDIA CUDA CHR22E H0|X| S HZESHAIL.
Cte #27t LetxlL|ch
vvget https://developer.download.nvidia.com/compute/cuda/repos/ubuntu2404/x86_64/cuda-keyring_1.1-1_all.deb

sudo dpkg -i cuda-keyring_1.1-1_all.deb
sudo apt-get update

# CH2 2ot deb Tt A2

rm cuda-keyring_1.1-1_all.deb

B. NVIDIA E2lo|H Mx|
2| ZX|E2|7} TAEH NVIDIA S2}0|HE Mx|et & ALct

1.

C.

cuda-drivers HIEF I{7|X] A X]:

Of HiEt 7| X| = 2[ZX|E2|0| M A 7HsTt CUDA EfiX| 2te|= &[4 K=o
A& AELICEBash

sudo apt-get install cuda-drivers

NVIDIA NIM EME #|59] 452 I8 S2tols BT 550 042 MFEILICH CUDA 12.x 2| EX| 2| Halx|o|
cuda-drivers IH7| K= XSt HH S M ZsHoF BLICH NVIDIAS| 2 7{d RES AI8dts =2to|H M 560.35.03
OF RTX 6000 AdaE AE3t0 Ubuntu 24.0401| M HIAESt LIEO| AFEIRXSLICE cuda-drivers THF|X|= BF 4
X B0l FHE MIstALE ZXIE SEEOf0]| Lol 5™ = LE HE ZES EFR A EE = A= R = FSLUHE

AHBOEE TN £ AL,

n

2O A[2|ZE EXISt= T 4

A A RHEAEL:

M#HE 250| EEE|T E20|H7F 2HdstE|2{H R E0| HRBfL|Ct.Bash

sudo reboot

Secure Boot #11: Secure Boot7} &43t=l 2R A|AHI2 MEER T2 M A F0| MOK(Machine Owner Key) &
EZ @¥Y JtsM0| &LICL SHHO| X|A[0f| 2} NVIDIA EZIO|HE 718§ SE3tAIL. 0{7[0fj= YetXo =2
"Enroll MOK"E MEst D 2H0I%t CHS E2t0[H AP MX| CHA(DKMSOIM 2Kt L) oAl X3 A4S E 3st=
opdo] ZEELICE MOKE SE5HX| 222 NVIDIA E210|H7F EEE|X| gb&LICE

Eatolr] x| el

AAR0| R E = NVIDIA EEI0|H7F SHEZA| EX| =411 RTX 6000 AdaZt QIAME[=X] =telgfL|Ct.

1.

nvidia-smi *Ela.o’

0| HHE RE2|El= HXIE NVIDIA E2to|H 3 GPUO| Ciet HEE MISLICH
Bash

HSHQ £ L33 BAIYLICH

nvidia-smi

o E2jo| H{H: MX|E NVIDIA E2t0[H2| HHL|C},

o CUDA H{H: MX|Zl S2to|Hoj| M X[ A0 CUDA HA&S LIEPALICE 0O]= OF&! A|AEI0| MX|El CUDA
Toolkit2| 0| otL|2t Eato|H 2| é +Z0|2t= B olsist= 20| Z2FLICE AKX CUDA Toolkit2 &
O MR|QULICE AEXEZ} O] Zh2 &M B3 HTECRE EZ sl Msts A7t OO Z 0| 20| ZRTLICE

+0+ e
riot ot

oi

« GPU O|&: "NVIDIA RTX 6000 Ada Generation"0| HA|=|0{0f SfL|LC}.
o GPUHZZ|: & H22| etE mzZ2| 3 ALE 7Hs St K 22| (0l: RTX 6000 Ada2| 2% & 48GB).

o GPUAEE, 2k 5 2 T ZZMA (U= ) 22 J|EL N2 ZE

Che E= E2t0|H dX| HF S Qofdt AYLIth
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A =] o4 Z2ah/En

[

wget
2| EX AAT
1. NVIDI'? IE; https://developer.download.nvidia.com/compute/cuda/repos/ubuntu2404/x86_64/cuda- gBl == I.N;IIDIA
= gl AA 2| EX|Eg| Oo|E
£2/ 718 T keyring_11-1_all.deb <br> sudo dpkg -i cuda-keyring_1.1-1_all.deb <br> sudo apt-get |ZX|E2|2 ol
7t . A& LI
update <br> rm cuda-keyring_1.1-1_all.deb
2[ZXIE2[0| A %A
2. NVIDIA E2}0] : . .
i A4%) sudo apt-get install cuda-drivers 2 NVIDIA E210[H
= 7t MX| |t
NAE0| R EIEL|
Ct. Secure Boot7t &
3. A AH HRE sudo reboot d3tEl 22 MOK &
So| B 4+ YL
ct.

E2t0|f T, CUDA
=ehd HH 8L RTX
4. E2to|H &% . ) 6000 Ada GPU A&
. nvidia-smi N
gtol HEE BAIRULCL E
ato|t7t 2Eg|of &

Soh=X| gelsct.

Export to Sheets

nvidia-smi 7F HI{SEAHLE GPUE EA[SHX| 4 H 2| o2 MMHS HESHAL.

IV. Ubuntu 24.040]] CUDA Toolkit 12.9 4X|

NVIDIA E20|H7t SHt=A| BX|=| 10 =2tol=|™ CHZ HA|l= CUDA Toolkit HH 12.98 &X|5h= A LICH. CUDA
Toolkit= ZIE], 2t0|E2{2| 8 =7 & Zet5t0] GPU 74 OiE2IZA|0|8E 2HS7| fIet Y HEE &

MMoAM et NVIDIA HEH S 2|ZX|E2|7F o] AX|0f| AHZE|H, Ubuntu 24.04 3! CUDA 12.9€ IH7|X|E EE3] H|
St

=

A. CUDA Toolkit 12.9 A %]

1. CUDA Toolkit I§7|X| M|
JHe Ao of|E JHs M S BRI 2l EX HE S| CUDA ToolkitS MX|st= 10| E&LICL

cuda-toolkit-12-9 N |X|(EEE cuda-12-9 & S AL O|E2| HIE} IHF|X[)= 12.9 HES CHAC R BiL|CH HA|HCI HES
Af%3fE Zdol %'F'J’i*.‘&' sudo apt-get install cuda El:l' +_1§5|:”-| EI'. —_?.:xl'f EHEX'EE' 7I%§IOI ﬂ?a:’iel 704-?- El’% H-|7(|_‘|% Aa-l

X 4 A7 l2LICE,

Bash

o] BE2 AmAz|(

nvee ), 2H0|E 22| 8l SIS E &St CUDA Toolkit 12.98 CHR2EEst MX|ELICt Ubuntu 24.04 x86_642
NVIDIA 2|ZX|E2]|0l= CUDA 12.98 §Z T7|X|7} LIEE|0f 0] 0] 2HEZ Sl AHE 7HseS selgfL|Ct
Ubuntu 24.04 7|2t ZiE|0[L{ 0]l NVIDIA CUDA 12.9.00| Zxli3iCHe M= 7™ Xl X| 212 LIEFHAL|CE

sudo apt-get install cuda-toolkit-12-9
B. £ W4 47 (MK 3 B4)
AAE 97N =317F CUDA Toolkit HFO[L{2] 9l 2t0|E2{2|E #E 4= UEE pati U Lo LiBrARY PATH BHE HEE Q|
O|E3H{Of BfL|Ct, O|2{3t HZA At UHIHMOZE X|&HHE o ALEXLS| ~/bashrc THUO]| Z=IbEILICE

1. ~/.bashrc 0“ CUDA %E $7}:Bash

echo 'export PATH=/usr/local/cuda-12.9/bin${PATH:+:${PATH}}' >> ~/.bashrc
echo 'export LD_LIBRARY_PATH=/usr/local/cuda-12.9/lib64${LD_LIBRARY_PATH:+:${LD_LIBRARY_PATH}}' >> ~/.bashrc

2. X A MIMol| HZ ALE B 8:Bash
source ~/.bashrc
3. 3 4 gol:

27t SHEA It AE=X] 2l B

=
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Bash
=Hol=
PATH O Jusr/iocal/cuda-12.9/bin Ol, LD_LIBRARY_PATH Ol jusr/iocal/cuda-12.9/iib64 7+ EEA|E|O{OF BL|CE,

echo $PATH
echo $LD_LIBRARY_PATH

C. CUDA Toolkit Mx]| &tol
HXot =olg Edl| E20| SHIEA| X E|JAD GPULt S4E &~ JA=X| &olgtL|ct.,
1. nvee H'Iﬁ §!‘?_|;
NVIDIA CUDA ZiTted2{(
nvee )2 S0 M 1Y AALICH siE HE2 HX[E S22t LX[s{of ELICt.Bash
nvcc --version
Z30= "Cuda compilation tools, release 12.9"& X85t nvee Of CHEE HE 7L EA|E|0{OF BHLICE
2. CUDA ME Amal 3 A3 <0 222 HIff>
NVIDIAE £319| 7|52 HIAESIY| 2/3 CUDA ME2 HISELICE 0|2{3t MES O|H| GitHubO|AM SARIE[H At
Ho=2 E3l WF[XIet &M 72X 2 MX|E K| g&L|Ct
o CUDA ME 2|EX|E2| EX|:Bash oit O] MX|=|0] UX| ROH sido apt install git 22 A X[EFL|CE,

git clone https://github.com/NVIDIA/cuda-samples.git
cd cuda-samples

® deviceQuery HEIE E'gl ’é‘%: deviceQuery g%% CUDA xl'oﬂl IOFX|9|- SH%’ ‘ﬁ‘g% %17'|d°|;||'|-| El‘.
Bash

cd Samples/1_Utilities/deviceQuery
make

./deviceQuery

MEXOoZ MMM NVIDIA RTX 6000 Adadi| CHSH XMt METH EA|E| D

Result = PAss 2 EHLICH O|= CUDA ZIE}2I0| GPUE 2HIZ2A| AlEst1 A5 22t
GitHubZ 0Oto|azj|o|MElof 2t 7Y XH= O|X| 0|2{%t M E HIHMO=Z 74X etof st
Z20|| ZTEE|QUE 0| CUDA Toolkit HYEZta} 22zl MlL|Ct,

CHS E= CUDA Toolkit 12.9 X[ 5l &¢I THAH|E ZHafshA| 4Lt

=2 =E 304 23

1. CUDA Toolkit : ) CUDA Toolkit 12.9 (Amta], 2t
sudo apt-get install cuda-toolkit-12-9 N

12.9 Hx| oj=22{2|, i) xIE.

echo 'export PATH=/usr/local/cuda-12.9/bin${PATH: +:${PATH}}' >> ~/.bashrc

PATH % LD_LIBRARY_PATH 7}
<br> echo 'export LD_LIBRARY_PATH=/usr/local/cuda-

2,83 Ha 8 CUDA 12.9 C|HE{2|E ZBlete
12.9/lib64${LD_LIBRARY_PATH:+:${LD_LIBRARY_PATH}}' >> ~/.bashrc <br> = ofjo|ES
source ~/.bashrc - = -=
it % o
3. nvee HIE 2ol nvee —verslon CUDA Toolkit H{& HEA[, 12.9¢!
e
git clone https://github.com/NVIDIA/cuda-samples.git deviceQuery 7t M2X o=z Zin}t

2 ol MalE|0f RTX 6000 Ada
H MEQl Result=PASS EH

3. 3 715 % GPU EAI &

4. deviceQuery M
): = cd cuda-samples/Samples/1_Utilities/deviceQuery <br> N
Z Zm 9 A

A

make <br> ./deviceQuery

re

Export to Sheets

V. CUDA 12.92 cuDNN 4 %]

NVIDIA CUDA Deep Neural Network 2t0|22{2|(cuDNN)= && MZAZS 9%t GPU 7t 7|2 24 2jo|E2{2| L
Ch © 2 Z Y30 152 E45t= ol B4 YLICH Ubuntu 24.042] CUDA 12.98 cuDNN2 E210[H g
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CUDA Toolkitoll AF2E!l Zd1} S8t NVIDIA HER 3 2|ZX|E2|0f|A AX|sHOoF SL|Ct. o] B Setd g HESI D 4
C

=
S tarball Y0l H|3H EX|S ThEShRL|CE

A. cuDNN z2}o|=2{2| dX]|
Ubuntu 24.04 x86_642 NVIDIA Z|ZX|E2|0ll= CUDA 12.98 EXN W=EZ 1 sl0] CUDA 12.x2 S%tE|= cuDNN

1. cuDNN HELY] Sl XL 2to| 2] 2| K|
cuDNNZQ| I{7|X| 0|52 EFE & AELICE o FF(:
cudnn9-cuda-12-9.9.10.1.4-1_amd64.deb , libcudnn9-cuda-12_9.10.1.4-1_amd64.deb , libcudnn9-dev-cuda-12_9.10.1.4-1_amd64.deb ) 5';' OE”.d_I'E"
2l cuDNN &X I{E S 7|8to = [}E HH2 CUDA 12.x& cuDNN 95 ti& o= oL L} HX|E CUDA HToj| g
St Ot Ii7|X|E A8tz 20| 7kE ZELICH CUDA 12.x8| B2 YA QR sudo apt-get -y install cudnng-cuda-12. HE
Ol MQHEILICH CUDA 12.97} MX|E0] YODE . = SHLE E2AS $HZBHOF SHLICE. cudnne-cuda 120 9 2
TFHIEQl HELTHI|X|E AHEE 4 A1 NVIDIAGIA O] SX S 23l etotA EAstet 22 O Fehe ALt
Bash
cuDNN &x|of|

apt 8 AFESHE AR +F YYECH ZOHA HEELICL ot = T BiX|, 2ot U SLHYS SHEA M8t o &
Hotn RX| H2| Jhset A|A-S HST| HEYLICH AFEX7E CUDA 12.88 cuDNNS EX|5t3 0 g o E£40=

[ =]
=) [=1 I — =
218l 12.9 7| X| 7t M 2| UH Al HH 222t 22 ExEel EX/l= 2X|E CUDA 12.90] thst SHHE O
Et 7| X| E CHef 2= Stof RASHELICE
# %|4 cuUDNN HHEE £ 5= JZ=F I7|X| S5 LHI0|E

sudo apt-get update

# CUDA 12.x& cuDNN 9 ZEY 2to|E2{2| MX|
sudo apt-get install libcudnn9-cuda-12

# CUDA 12.x& cuDNN 9 7HtXt 2to|=2fz| K| (e Zg)
sudo apt-get install libcudnn9-dev-cuda-12

B. cuDNN A x| &tol
stol2 E3f cUDNN 2t0|E2{2|7} SHHEH| AX| T AM|A JHSBHX| EHQIstL|Ct,
1. MX|El Ij7|x] 9 afo|=2a{a|/3lic] M Stol:

o MX|=l cuDNN I{7|X| Lt&E:
Bash
libcudnn9 g:' libcudnn9-dev 9}‘ E% ]IH7|X|7|' EAlEl(HOF -6=_IH_| El’.
dpkg -1 | grep libcudnn

o SC] TR EXH O BT SOl (F2E T|X| Al HEol et o7 OFE 4 UKD Auro 2 EE F3 CIAE:2
ol AS):
7|2 sl
cudnn_version.h OHE I:I'||I_‘| DH3§7|' }EQ‘HO‘I %'ﬁ'—llif. apt Aélxl —_é’v: OEI'?_"E?_I '?‘lxlE [/usr/include/x86_64-linux-gnu/ LH|°=|I
Lict,
Bash
Ol= cuDNN OiZ2|#|0| M AHmtol| ot & THU0| A=X| =I5t HX|E cuDNN HT S HAN = AR
gLt
# HH & 2ol
Is -1 /usr/include/x86_64-linux-gnu/cudnn_version.h
# CUDNN_MAJOR, CUDNN_MINOR, CUDNN_PATCHLEVEL H2|E H2{H L& HA|
cat /usr/include/x86_64-linux-gnu/cudnn_version.h

2. cuDNN ¥ Z O 5 4% (mnistCUDNN):<0| & &1j>
NVIDIAE= 2| ZX|E2|9| Ij7|X|E Sdlf X[ 4= A= cuDNN YZS M-S eLict.

« cuDNN ’f:'.'% J\E-le. libcudnn9-samples nl’ﬁlﬂ% Al"gg ‘JIK‘ %ﬁl—l El'-BaSh

sudo apt-get install libcudnn9-samples

Nvidia GPU MI&



e mnistcupnn ZIMY 51 A,
MES guixoz

[usr/src/cudnn_samples_v9/ &£ :: -ﬁ-Al’

SrLICH TH7|X| HHQ| IX[E
Bash

# mnistCUDNN ME C|AEZ|2 0|5
# Moot A2 = I7|X| Aol w2t CHE 4 A2S 2 Jusr/src/ 22l

cd /usr/src/cudnn_samples_v9/mnistCUDNN

|X|0” AE'leEuILl El’. OP.(_-I 7|'O|EOHA‘|E [[H[[HE $HOME/cudnn_samples_v9/ % é."}_
A-&3f{OoF ghLCt.

# HE Aot

sudo make clean && sudo make

# (L= OLEIMEO CHsll /usr/src7t AFEXE M7| THSSHA| 942 E <2 sudoZt e & AZ)
# [E= HME CIAE2IE AFZX MT| 753t /K2 B SAh

# cp -r [usr/src/cudnn_samples_v9 ~/my_cudnn_samples

# cd ~/my_cudnn_samples/mnistCUDNN

# make clean && make

#H

./mnistCUDNN

lH

e
Al

NTHoZ MY YKoz
Test passed! 7|’ 9_M-HE“—|E OIE
Ct.

cuDNNO| HX|E CUDA Toolkit 3! GPUS SHIEH| &3

LhE E= UIEH 3 2|ZX|E2[E AHE8t cuDNN EX|E 29t ALtk

£ e 2x

[

il

1. 7|X] 25 oo

t-get t
E sudo apt-get update

2Z Ii7|X| QA ME D&l

2. cuDNN ZEt! M
x|

3. cuDNN ZH& X} oj
7|X| K|

4. (M A
CuUDNN ME MX|

Export to Sheets

VI. GPU 7}&

Docker ZiH|O|{= FCH
NVIDIA RTX 6000 Ada GPUO]| Al
FMsfjof EL|Ct. o] E

(=]

sudo apt-get install
libcudnn9-cuda-12

sudo apt-get install
libcudnn9-dev-cuda-12

sudo apt-get install
libcudnn9-samples

‘dpkg -1\

A. Docker Engine A%|

Docker?} O}Z!
Ct:

1. Docker?| ot 2|EX|E2| ™ (32 Docker CEO]| LYl OFZ|
ThE | M HE2

https://docs.docker.com/engine/install/ubuntu/E &=

EX| =[O AX| E2H S 4

bS5t xHel 7ts

S A
agt 4

CUDA 12.x2} = 8tz|= cuDNN 9 HERR 2to|E={2|E MX|stL|C}.

CUDA 12.x8 cuDNN 9 §i|Cj mted 5l sk 2o| 222§ AX[eL|Cct.

CUuDNN MZ 2 E MX|EL|Ct.

grep libcudnn <br> cat fusr/include/x86_64-linux-gnu/cudnn_version.h <br>
(MZo| 4x|El A2) cd [usr/src/cudnn_samples_v9/mnistCUDNN && make
&&./mnistCUDNN"

2%t Docker ©H

st stze

e

o=

atS7| flsh Al 7ol ‘22| AFZEILICE Docker ZHE|O|L7t
8t2{H NVIDIA Container Toolkit2 AX|3t11 DockerE SHIZA|

212 0|9 vidia-docker2 £ CHAM|S D EC} B ESHE M2 gfAlS X 2§HL|Ct.

Docker 8HME WEHAIL. UbuntudiiMe| Lt Ql dX|= Ct3at Z&L

+Asx| 42 BR):

SHYAR. 07]0ll= LHE O Z Docker?l GPG 712t 2| &

XNEEE

F7totes 2hgo| e L.

2. Docker Engine & *|:Bash

Nvidia GPU MI&


https://docs.docker.com/engine/install/ubuntu/

B.

NVIDIA Container Toolkit2 Docker?} NVIDIA GPUS} A5 =23}

sudo apt-get update
sudo apt-get install docker-ce docker-ce-cli containerd.io docker-buildx-plugin docker-compose-plugin

. BEJ} ot A 2XI2 Docker 22| (A%E):Bash

O3 C}2 2I0F2CH} CHA| 2aQ1SALE SIXH E{0]' MM 0j A

newgrp docker £ ARSI OF HE ArS HEYLICE OIFA A sudo 0| docker HHE HHY 5 AFLICEH

sudo groupadd docker # 1E0]| Ol
sudo usermod -aG docker $USER

EXSH| = FR

NVIDIA Container Toolkit &X|

rr

o 2ot 74 45 MIELICh

1. NVIDIA Container Toolkit 2| ZX|E2| 1 M:

C.

Ct2 H&H L2 NVIDIA Container Toolkit® GPG 7|2} 2|ZX|E2|E £7}8fL|Ct.Bash

curl -fsSL https://nvidia.github.io/libnvidia-container/gpgkey | sudo gpg --dearmor -o /usr/share/keyrings/nvidia-container-toolkit-keyring.gpg \
&& curl -s -L https://nvidia.github.io/libnvidia-container/stable/deb/nvidia-container-toolkit.list \ \

sed 's#deb https://#deb [signed-by=/usr/share/keyrings/nvidia-container-toolkit-keyring.gpg] https://#g" | \

sudo tee /etc/apt/sources.list.d/nvidia-container-toolkit.list

£32] Ij7| x| M x|:Bash

sudo apt-get update
sudo apt-get install -y nvidia-container-toolkit

NVIDIA HE}IS A85t= = Docker 4

Docker HI22 NVIDIA HEIIS QIASIEZE L Ml{of BHLICE,

1.

nvidia-ctk S AF23I0] Docker LM nvidia-ctk (NVIDIA Container Toolkit CLI) 8& 2|E|= Docker?| daemonjson If
ds SHLC

Bash

sudo nvidia-ctk runtime configure --runtime=docker

Docker G| 2 CHA] A|ZE:

Docker MH[AES CHA| A|ZISIO] 714 HHE AetE M gL Lt
Bash

sudo systemctl restart docker

D. Docker®l|A] GPU M| A Et0l

Docker ZAE{|0|L{ 7} GPUOH HAMAE £ A=K RIS vidia-smi E HWSH= EHIAE ZE|0|HE HATLIC

1.

CUDA 7|2 Zig|o|L] &¥:

34! NVIDIA CUDA O|O|X[E AFEELICE. CUDA 12.9 XS &el5t2{T CUDA 12.97} X8tz 0|0[X| 7} o] & L
C}. NVIDIAE Docker Hubo|

nvidia/cuda 0|D|X|% x-"_ﬁa-h—]_ EE|‘ X"‘I?‘d-l'En_l ?_‘|E-||O|L J_H nvcr.io g X'||4—°|‘L.| El’. OHA'IE CUDA 12.9.00| EQ‘E._I
Ubuntu 24.04 7|2t ZE|0|{E A Z8tX|Tt Docker HubOllA ZtEHsH 7|2 o|0|X|2 ZHEHOZ AT £ UEX| of
BHE CHE 4 &LICt Lol CiA| BHH2 Ubuntu 22.042F Z2 %Al Ubuntu LTSE 7|8 2 8t= CUDA 12.9
o|o|x|L|ct.

Bash

-gpus all Z2{3= Docker0ll AHE 7t5%t 2 E GPUE ZH|O|L0f| HMA L 4 JEE XARLICEH MEO0| SHIEH 0
HH2 X|FE o|0|X|E 7t (otE gl A<L) ZHI0IL LHOIM nvidia-smi E A

Z3H 1 RAsHOF 8HH RTX 6000 Ada U E210[H M|§ HEE HEA|RLICL 0= NVIDIA Container Toolkit0| 2Ht
EA| 2S5t GPU 2|AAT Docker 2HEQ 2 MYE|D Y22 =QITL|CH CUDA 12.9 2t0|E={2|7t el 2|0
HE AFE3HH 0] CUDA HAO|| &AL EE Docker LH OHZ2|AH[0]H0| O MTHE ZEE = JATE I EFELICL

o= T

2

SHL|CH ZEHE SAEQ| vidia-smi

# AH2 Jhsstn 224 Zl 22 Ubuntu 24.04 7|8t O|0|X| 2 A=

# sudo docker run --rm --gpus all nvcr.io/nvidia/cuda:12.9.0-base-ubuntu24.04 nvidia-smi
# JHX| o™ A ALY 4= U= CUDA 12.9 0|0|X| AHE:

sudo docker run --rm --gpus all nvidia/cuda:12.9.0-base-ubuntu22.04 nvidia-smi

CH2 HE= NVIDIA Container Toolkit AX|E£ 295t Z4QlL|C}:

Nvidia GPU MI&



A Stel A S

ozt
Kl

1. Docker Engine 1a. Docker 2| ZX| ol wrels
x| 9 i) (24! Docker 24 %) 24| Docker CE7H MK |9 =X| SolgLict,
= =2co
sudo apt-get update <br> sudo apt-
1b. Docker INF|X|  get install docker-ce docker-ce-cli
AKX containerd.io docker-buildx-plugin
docker-compose-plugin

Docker A QAE MX|gtL|C}.

sudo usermod -aG docker $USER

Tc. MEXE ._ o - -
<br> newgrp docker (£ 230t/ sudo 210| DockerE A&E & JYT=E FL|Ct

docker IE0| F7}

239l)
2. NVIDIA sudo tee /etc/apt/sources.list.d/nvidia-
: 22 E3l2EXED | ree Jetc/apt/so v
Container Toolkit curl -fsSL... container-toolkit.list” (Tl HE 2 HAE ¥
24
AX| =)
2b. EZ IHF|X| A sudo apt-get update <br> sudo apt- Y=
x| get install -y nvidia-container-toolkit
3. Docker HEFI 1 3a. nvidia-ctk 2 sudo nvidia-ctk runtime configure -- NVIDIA HEI S AHESHE=E Docker?|
A Docker 74 runtime=docker daemon.json 2 YHIO|EZLICY
3b. Docker MH[A o -
18 sudo systemctl restart docker ZEI M HE A2 HEELICE
CRA] AIRH
- HE|O| L LHOf|A oH M| ABH &
- 4a. E|AE ZHEl0|A sudo docker run --rm --gpus all DOCKEi ﬂ [ LHOll A GPUO]| SHM[AEE o~
4. GPU M| A =fol Al nvidia/cuda:12.9.0-base-ubuntu22.04 QL=X| EQIEHL|Ct, &210)| RTX 6000 AdaZt
=< nvidia-smi HA|E|0{OF EHL|C}.

Export to Sheets

VII. Nvidia NIM (NVIDIA Inference Microservices) 27}

NVIDIA Inference Microservices (NIM)= Al 22! B E Cha3tsto] 2HaF Jtssta T2EM FH|7t 2l 00|22 A{H|
AR MESITE MAE AP YEg| T X HotEl Z1E|0|LHILICH NIM2 HHE X ZHA, D A XMstE ESH M5 kAl

2412 S¢S 913t BEYE APISH 22 0|HE HZFLICH

A. Nvidia NIM2| HH| =A
NIME tHESH7| Hof| CHS ™A ZH0| ZFEJU=X| SIS AL:
o NVIDIA GPU: £&27%t HZ22(7} /Y= NVIDIA GPUZ} R L|CE RTX 6000 Adaes B2 NIMOI Mg gLt
o 2 HIM|: XIYE|E= Linux BHET, gine »= 2.35 7F E8HEl Ubuntu 24.04= S EHEILICE
« NVIDIA E2IO[H: MM [110f| M 2tZ 5 CHE %4 NVIDIA E210[HE B X|3({0F SLCt.
» Docker % NVIDIA Container Toolkit: 44 V0| XtM|S| HHE CHE HX|5t10 A4sHoF ghL|Ct.

« NVIDIA Al Enterprise 2t0|dA: LLM % 7|Et 2HE NVIDIA NIME XN = AEISIE{H UHIX O Z NVIDIA Al
Enterprise 20| ATt QBIL|C ALEXH= 2t0|MA RS 2Holst D AL 758t 32 Y7t SM4S 4mEotof g
LICE Ol 71X 2% 2o 3238t 1naf AriL|Ct.

« NGC ™ % API 7]: NIM ZiE[0|L O[O|X|E 723 NVIDIAS| NGC FHEfZ2 0] H M| ABHOf L Ct,

B. NIM &3 chA|

1. NGC API 7| M.
NGC ZiH|o| BXAER|Z 21552 H API 7|7t EEL|Ct.
<]

¢ NGC ﬂ!APOIE(%'E'JB. = https://org.ngc.nvidia.com/setup/api-keys _':EE https://org.ngc.nvidia.com/setup/personal-keys )E ol
SgLCh
o M API 7|1 MMBILICE 7| #otof thsl "NGC Catalog" AMH|A(EE= O|E Zetsh= O H2 Hel)7F MEEA=

x| etelgtict,

o YWHE APIF|E SAISHO] QPTSHA| HHEfL T,

Nvidia GPU MI&



2.

3.

API7|E &F HEZ LHELHI|:
NIM ZiE|0|l4= O] 2t HE AH8ot] BE At CIREEE 2|8 NGCE Q5 &L|Ct.Bash
export NGC_API_KEY="YOUR_API_KEY_HERE"

"YOUR_API_KEY_HERE" & AX| 7|2 HIEZLICH T2H
AlZE EE HHE FMofo] HBUE[X] 22 2t M)

etgol 2ot2 2f8ll 0] 7|1E 22lot= O et U (0ll: Docker

mo rx

NGC Docker HIX|2E2[0]] 2191:
API 7|2 AtE310{ NVIDIAS| ZE|O|H 3| X|AER|Q!
nvcr.io Oﬂ EJ?_IE’.;,H-l Ef.Bash

echo "$NGC_API_KEY" | sudo docker login nvcr.io --username '$oauthtoken' --password-stdin

MEZXLOIE soauthioken 2 API 7|71 B0 AFEE|T ASE UEHHE S+ EXSYLICH

C. Nvidia NIM 2!3

HHO| AZE[H NIM ZIH|O|HE AR 4= AFLICHL EF ZH 3 0|0|X| Y= THE 4= AFLICH

1.4

S NIM AE (ME ArRhO] X[ Fol8):
A2 7t5$H NIME NVIDIA API ZHEH2
https://build.nvidia.com )E EA—'-{J-U'IL" NGC CLI E-_r"(*é'ﬂ?_l jé'—?-)a ngc registry image list --format_type csv nvcr.io/nim/* 9" 75’
HHOZ M #32 £= USLICH

(=]
[

. Of|Al: Llama 3 NIM A|Zt:

CtS2 Ol AILICE
MODEL_NIM_PATH X Niv_ivace Tac B NGC ZHH 20N ots D2 A ZE 89l EfOZE HIRMA|2.Bash

# Ol Al: NGC2| & 2H Z= Sl EjI= HHRYA|2,
export MODEL_NIM_PATH="meta/llama3-8b-instruct"
export NIM_IMAGE_TAG="1.0.0" # OflA| Ef 1, |4l -2 NGC ¢l

export NIM_IMAGE_NAME="nvcr.io/nim/${MODEL_NIM_PATH}:${NIM_IMAGE_TAG}"
export LOCAL_NIM_CACHE="$HOME/.cache/nim" # 22 OlE|HEE Z& FHA|

mkdir -p "$LOCAL_NIM_CACHE"

export CONTAINER_NAME="nim_llama3_8b_instruct"

sudo docker run -it --rm --name ${CONTAINER_NAME} \
--gpus all \
--runtime=nvidia \
-e NGC_API_KEY \
-v "${LOCAL_NIM_CACHE}:/opt/nim/.cache" \
-u $(id -u):$(id -g) \
-p 8000:8000 \
"${NIM_IMAGE_NAME}"

Z9 Docker A& O7HtH4 M .

N

® -—gpusall : A|"9‘ 7}%6;_ BE GPU% ?jE1|O|L‘|Oﬂ i%@"—l El’.
e -runtime=nvidia - NVIDIA ;'IE'||O|L1 Gl EI’ I% legﬂ'l—l El’-

e ceNGe AP key : DI CIR2EEE 2/l NGC API 7| £ ZIH|O|LH 0| MEFStL|Ct.

e v "${LOCAL NIM_CACHE}/opt/nim/.cache’ : CHRZESH BE 715 K| 9l OtE|HEE A2 22 C[EHZ|E OIRESIH =
= AlSH A| RHCIRE2EE 8HX|BtL|CT
o usid-u:sid-g) : OFREE FHAI2tS] M3t EXNIE WX[St7| 2ls HxH ALEXIS| ID 9! O3& IDE ZH|0|HE HaHTL]

Ct.

e p8000:8000 : SAEQ| LE 80002 NIM MH|ATE LM O Z Al Ci7|sH= Z4H|0|LH{ 2] ZZE 80000 DHEEL|
Cf.

o S{NIM_IMAGE_NAME} : nverio 2] NIM Z1E{|O|L{ O|O|X] ®A| 0| S EfARIL|CE.

D.NIMz} &5 =8
NIM ZiEf|0|L{ 7} Al E|H RElS ChR 2 E3L1 (OFE] JHAIE|X| RS HR) X2 MBS AIRHSHLICH

Nvidia GPU MI&



1. MH ZH| 7]
Zeoje 2(
sudo docker logs -f ${CONTAINER_NAME} )OIl Al AE{ 7} Z=H|E| A2 S LIEILH= TAIX|(Od]: "NIM server is ready" = RA
HAIX)E ZELEE S
2. AMEj Q= ZOIE 8f0l:Bash
HExol SE(ol: MY "ready” 9! HTTP 200)2 M7t 45 S LiEtgLICt
curl http://localhost:8000/v1/health/ready
3. NIMOIM H|Z5t= 2 LH&E:Bash
J2{H 0| £F NIM AAHAM M| F5h= Z&A0| EAIEL|CE
curl http://localhost:8000/v1/models
4, ZE QHE HLYT|:
LLM NIM2| Z2 API= EZ OpenAlet SSHEILICH (E 2tE 2 0fA]
Bash
M2 LLMO|| OpenAl =2t APIE AE5HH JHEXI7E 7| & S20[Q1E 210|HE{2|E S5 28 += AQDE EH0| &
ZSHE LT

-

curl -X POST http://localhost:8000/v1/chat/completions \
-H "Content-Type: application/json" \
-H "Authorization: Bearer YOUR_NGC_API_KEY" \

-d ‘{
"model": "meta/llama3-8b-instruct", // vi/models £2i9| 2l 0|2 AI2
"messages":,

"temperature": 0.7,
"max_tokens": 100

E. NIM ZiEjjoL] SX|
Bash
sudo docker stop ${CONTAINER_NAME}

Ct2 HE= NVIDIA NIMS| 8 Docker & Oi7iH~E & EAILICH:

of7HH 2> Ol Al 2t 25
SE ZAE GPUE ZiHIO|HOIM AIBE £ JAEE o
--gpus all all
LICt.
) - - GPU M AE 2[5t NVIDIA ZiE|0|] HEIJS X[FE
--runtime=nvidia nvidia
LICt.
NGCO|A ZE/XtA CHREE 215 S 2I3 NGC API 7
GG AP KEy (e e 21 IX 2E/xHA Ch IS 9ok |
£ ZEfo|Lfoll MErEHL|Ct,

o E_S_EE-C‘,I-_}EEHQOX _|X|:—.—§ Euxsjo
K ) "$HOME/.cache/nim:/opt/nim/.cache" t 22 7% CH £ &x I; | %
LOCAL_NIM_CACHE:/opt/nim/.cache off ZAE|0o| L} FHA|2 SAE C|2lE 2|2 OrRESLICT

SAEQ TEEZ NIM AMH|AT} 241 Ch7|ét= ZE|0|L:
-p HOST_PORT:CONTAINER_PORT 8000:8000 ! = 1 b 71t oI

Lol ZEof ofEgLct.

et EX NIM2| A Docker O|0|X| 0| YL EfT
Lict,

nvcr.io/nim/meta/llama3-8b-

NIM_IMAGE_NAME g
instruct:1.0.0

oo nx

Export to Sheets

VIII. (ME4 AFE HI{A) CUDA 12.98 X| &5} oaelel3 dxj

E2t0|H, CUDA Toolkit, cuDNN % DockerE &%t = JHUXt= Lut *9% PyTorch &&= TensorFlowel 22 Al &
HUKIE HAIFLICE Ol= BHHE FUHOZ Ha|sty| s YLEOZ Python 7Hat =Hd LHOIM oip £ AFSHH &
X|ELlct.

o TP
;2

A|AEIS| NVIDIA E2t0|H= CUDA 12.92} = 2te| 11 CUDA Toolkit 12.97 MX|=|0f QX[ Al T
U=l i IN7[X|= 247 O] CUDA H{Z (6ll: CUDA 1211, 12.3 EE= 12.8)0f| CHol == & %Eré oll F2lsHo FE. IEf

Nvidia GPU MI&
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A. PyTorch
PyTorche 55 %

4l CUDA M3t S &tE|= pip EE MSHLICH

1. Python 7}4 2t MM 9l EM31:Bash

python3 -m venv ~/pytorch_env
source ~/pytorch_env/bin/activate

2. PyTorch d%|:
AN HE2 34! PyTorch #AO|E(
https://pytorch.org/get-started/locally/)& &ZEsHIA|2. CUDA 12.x2| 22 Ct3 1t fAFst HH0| YHIA AL
22 ME0| 2™ Linux8 cuzs (CUDA 12.8) 0| =l PyTorch 2.72 AF8S 4= QIO CUDA 129 &t
SHE(0{0F BILICE S e B2 AHBE 4 2 EIB ST HO| MBFLICE IUX| OBy EE e O] Uit
ol MeteiL|ct,
Bash
(&X] A|E 0l PyTorch0jiA{ CUDA 12.90f CH3{ T} ZEXO[7L} XA S&t (0] cuzo EE cuio1)E HESHE &
cul28 = XX-Iofé/,(/_Q)'
pip3 install torch torchvision torchaudio --index-url https://download.pytorch.org/whl/cu128
3. PyTorch &X%] &¢l:Python
Python IH (0f:
Al

verify_pytorch.py )E XPSB'I'I'_ python verify_pytorch.py % E?:'OHBJI_| E—l’. torch.cuda.is_available() = True % t.'_l“%’_l‘f)'HOI: E’JLI E—l’.

import torch

print(f"PyTorch Version: {torch.__version__}")

print(f"CUDA Available: {torch.cuda.is_available()}")

if torch.cuda.is_available():
print(f"CUDA Version (PyTorch built with): {torch.version.cuda}")
print(f"GPU Name: {torch.cuda.get_device_name(0)}")

B. TensorFlow

TensorFlowe Python &2 Li0| S 2tE|= CUDA % cuDNN 2t0|E2{2|E HEZ M350 GPU MHES Cha3s}ste{ =

tensorflow[and-cuda] Pip I§7|XIE MSELICt

1. Python 7} 2t ‘4°d 3 #43}1:Bash
python3 -m venv ~/tensorflow_env
source ~/tensorflow_env/bin/activate

2. GPU xl JTensorFIow xl tensorflow[and-cuda] I[H9|X| —.% H'l | CUDA CUDNNE ._EE I-"-I—OH_.|Ef. 01'%
=01, |4 TensorFlow M2 CUDA 12.3 % cuDNN 8.9.72 HEZ N3 £ JASLICE Ol= TensorFlow7t A|A
"ol MX[E CUDA 12.9 % 3lil2 cuDNNE 2 ALZSHX| 851 0[2{3F HE 2t0[E2|E 2 Yof| ALE3HXITF CUDA
12.9 =2t E2I0|HOoj| A A=A EICH= 20| LIt Bash

pip install -U pip # pip ¥220|=
pip install tensorflow[and-cuda]

3. TensorFlow &X| &¢l:Python

import tensorflow as tf
print(f"TensorFlow Version: {tf.__version__}")
gpus = tf.config.list_physical_devices('GPU')
if gpus:

print(f"Num GPUs Available: {len(gpus)}")

for gpu in gpus:

print(f"GPU Name: {gpu.name}")

else:

print("No GPU detected by TensorFlow")

Python ]Il'oal(o:lli verify_tensorflow.py )E X‘Pé"a_l'j_ python verify_tensorflow.py % ’é'?ﬂﬁ.”—l El’. %F—H‘O" RTX 6000 Ada7f LI‘OE:'
E|o{oF FLICt.

TensorFlowol| CH8 A|AE! CUDA 12.9212| Metst M210| HASHA LRst AL 1A TZ N A 0| CUDA 12.9 &
S 2E|= cuDNN HEE K-S AA0 M TensorFlowS 2 E8[0F gL|Ct, 0]= 1132 EXIO|H TensorFlow XHA|o]|

Nvidia GPU MI&
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https://pytorch.org/get-started/locally/

M 3liie £ CUDA HT0l| HEE 573 7|SO|Lt 2 Hetut 2ot 27t OfL|HE LEHo 2

CHE E= Al Z2| Y ¢/3 Zx|of chet wHE HZE S LIt

T3 HUE MK HY (CUDA 12.x 2&d8) =l B (Python)

import torch; print(torch.__version__);

pip3 install torch torchvision torchaudio - 5 = =
print(torch.cuda.is_available());

PyTorch -index-url . - :
print(torch.version.cuda if
https://download.pytorch.org/whl/cu128 X R
torch.cuda.is_available() else "")
o import tensorflow as tf; print(tf.__version__);
TensorFlow pip install tensorflow[and-cuda]

print(tf.config.list_physical_devices('GPU'))

Export to Sheets

US| BXISIEHEE EX|7F 2 4= ASFLICE O] MMM = Xl ZH|2t 7= 22X 32

= Nouveau Z&: Nouveau’ SHZ|AE0| JY=X| ZHQIELICH (MM 11.C.4).

25K &L

o mm Hu HA

torch.version.cuda =
PyTorch7t =&l CUDA
HEE EHFLIC

tensorflow[and-cuda] Iif
71Xl XHA|
CUDA/cuDNN(0i|: [l
TF2| 22 CUDA
12.3/cuDNN 8.9.7)2 H
SE M3t A2
CUDA 12.98 X H At8
SHX| 8510 0| ArEdtx[Tt
12.9 T2t E210|Ho| A A
JELICH H2tot12.0 A
AE QsiME AA00M Y

CoAAIR.

EHAIE CHELICH

SRIEL(CH

= Secure Boot MOK: Secure Boot7 &3}zl 22 NVIDIA E2t0|H2| MOKZt SHIZAH| SEE|X| A/US
2 QELICt MERIStD MOK 22| M8 A 7HL} Secure BootE L AN OZ H|gMotgtL|Ct.

L] *E*XI 21E1-. EEl‘OlH‘l *E-le % Qjero" EHB‘H apt EJ( /var/log/apt/term.log ) Eé 9"% D1|A|X|( dmesg | grep -i nvidia )% E!‘

Qg

» C2jojt RHAEX|: TS| M= DRSO & = AELICH MEX|St7| FHoil 7|& NVIDIA Ii7|X| S HA gLt

( sudo apt purge '*nvidia*' && sudo apt autoremove )

= "GPU has fallen off the bus": 0|= st=%|0] £X|(GPU &2, Ml 32 Al PCle &), ot == A2z}
|

st S2folil/71 g HSEHS LIEHE 4 QI 23t QRQLIC BIX B2iX HHS
HIZEHIQ Z9 TH2 S2foltf BIT(0IM i KAl OFY BT)S A=t £20| 2

o CUDA Toolkit 2H|:

= Ak,
° 3*0". nvce: command not found .

w BHE M path B Lo LBRARY_PATH 7t SHIEA| AHE|X| QUL HXY DI MMM ~/bashie HE AL
O] ME&|X| UAUASLICEH (MM IV.B). echo sPATH Y echo $LD_LIBRARY_PATH 2 ZHOITHL|CY,

o B4 CUDA HE(0l: devicequery )O| HIHY = MM X| REELICH

Nvidia GPU MI&



2191 9

OF

o =

ret

2 EH:

= E2O|H-53! 2UX|: 2|EX|E2| HX|= 0|5 £ABISHA|TE Z2t0|H{7F CUDA E2! TS X|/SH=X] =tel
gLict.

L] -IT-'-"l!'.E_I %"ﬁ'g build-essential _E-_:: 7|E|' 7Ht”‘ E—_r‘7f I_E"'EIN\% 'J|\- ﬂﬁl—l El'-

» EREENHHE: e version O] Ol &1k CHE XS TA|RILICE

« cuDNN Z2H:
o % ]IE‘HOIO TE= H E.|3'||0|A‘|Oﬂk| —IT-EI'E._I cuDNN E|'0|EE'| E.|(O1| libcudnn.so0.9: cannot open shared object file )
g
o Ths3h 2ol U Bz w:

DI.Q_"E. cuDNN E-IEI-OI( libcudnn9-cuda-12 ) = 7Ht”'x|' I[H;le( libcudnn9-dev-cuda-12 ) |' %Hl‘E}H ’é‘xlElxl
US4 UELICL dpkg 1| grep libcudnn L2 2HOIBFL|CE,

« 2lo|E2{2] HE: o Lisrary_ratH Ol cCUDNN 2tO|E2{2|7t AX[El C|HEE 2|7} ZeE[0] /K| 2 & UELID
= UHHO 2 A|AH| 2to|E2{2| ZEE Sl 0|2 M2|SHK|R). sudo deonfig -p | grep libcudnn = &=
HE=X B E 4 JASLICH
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]
7t etojE{2|E

« Docker GPU HA|A 2X]:
o BZA qocker run —-gpus all.. O] NVIDIA ZEFQ] L= GPU UM AL HHEl @22 MuligtL|Ct,
b

= NVIDIA Container Toolkit: *E'|X|EIX| 9:%71 |—|' nvidia-ctk runtime configure --runtime=docker I' MoHE|I| ?:9;{7{ I—l'
T8 = Docker HIE0| CHA| A|ZHE[X| QEUELICH (MM VI.C).
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» Docker H2: Docker AMH|ATI A F0|10 LA HA Z CIA| A|RE[JA=X] EoletL|ct,

o B TAEUME nvidia-smi 7t HSSHXIZE GPU X[ ZiH[0|H LR M= 2SR &LICE

= Docker?| daemonjson Off Y= NVIDIA HEFY 1M 22X,

= Q%E._I -gpus EE‘H_' A|"9‘ E§§|'E|X| =7 |E O||:||X|

= amesg: E M, SIEHO 8 28 2E EH|0f REELICE
= journalctl -xe : Il'k”a,__f Alﬁ% El, %‘?‘3" A'Itllﬁ 9%% EA'E}Ll EI‘-

®  /var/log/syslog : oa"ﬂ Alﬁ@ EI1|A|X|.

= /var/log/nvidia-installer.log + NVID|A9I .run ﬂl‘%‘% Al‘%?)'fO# EEl‘OlH‘lg *E'iﬂaf_l‘ 704—‘,3— (017|A‘|E '_r1|_-|7g'5|-x| f_’g%)

=
o WEE: ZR¥ Sl £ MY BE WY $ols 53 W0 WAHLCY,
o NVIDIA R} Z2: S SH0| gt 222 WS 4 U= HB 2 AAALICH AIAH, MXE ATEL0] B

5! 23 HlA[X|of HE KiMst HEE H|
nvidia-smi = EEI'O“:H% §|‘°|6'|-_|’ nvce gtl M

= A B gy

o 2 CUDAZE &2I56t11, cuDNNS &1t OiX|2tO 2 DockerS &216t
EXLAS = B8 Zz2|ot= ol 20| ELICH £3| CUDA % cuDNNQ| #e2 2xj= &
ZHE 2|EX|EC|0A MBHA MX|SHK| 2 22 7N Q4 HH 79| 2 UX|Z Qlsl LratstL|
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cUDNN 2}0|E2{2|E MAFOZE HX|EOZ M JHLUXH= t™HE 0| TN S50| J[dtg ST 4~ QUELICE E3H NVIDIA
Container Toolkit2 A%t Docker M2 JFLi 7155t WA 7158t GPU 7t& Y3 ERE 715 5HH, NVIDIA

NIM A7H= ZHASIEI Al RS YT ZHZ2 2 &2 8L Ct
1475t ALJNY B RX|E 2t F2 I AR

1. A 2| EX|E2| 28: 7H55HH NVIDIAS 24! ape Z2|ZX|E2|0A NVIDIA £
MA|SHAA|Q. O] HHHe et oz 1M QA S3AS HEASID Y0 E E,_-’,._*-§}§,H_||:},

|'|0

2. HE 0 (2] ME): T2HH E= R0 A7 2F9 FR o 7|2 2T S AESI0 =2t0|H 5l CUDA 74 2
of TS 1HSI 7|E A2 HIZ S REY = A= 2AZ5HK| ¢42 YO 0|EE UXISH= AS UESHYA

2.

3. Python JHASHA: Al Z2HE| = SHA Python ZhaE SEA (Al veny , conda )& A2 A2, O|HA o
2|5t PyTorch = TensorFlowet 22 2l0|22{2|9| CtE HHO| LRet T2 HE 7to| ZES YX|EILICE

o
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o
IS
o
o

4. ®MI|Mol M XHE: Al U GPU ZIE! SHAS 2 A| WHEHL|CH | Al S8HA

OTro - o

.I
CuDNN, E2t0|H 3! Al Z2f| A/ 20f CiEt 34! NVIDIA 2ME "M = 2ol

5. GPU A2 E DL|E{R: JHe 8l HE F0f| nvidia-smi == NVIDIA Nsight@t 22 T3 E ALE3I0] GPU A2 E, 0|2 2|
A U M2 ZLHASHAIR. 0l HE A4S MEst GPU 2|AA7 S 8FOE ALSE D YEX| &elste

ol =0l ELct.

6. NGC API 7| 22t NVIDIA NIM = 7|EF NGC 2|AAE AEY 0 NGC API 7|1 7|22 Rt QHHsHA| 2t2|st
HA L. ATZE0 7|18 SIEZLESALE HE Ro{ofl BISHX| OHYA L.

7. HAX! HI0|E: 93._ A0 Mof| HE3t7| ol 7HSSH AH|O|E &AM BHIAESI =2t0|H 3! CUDA

M QA HUH0|EE MBS AL,
8. Z{RLIE| % X|H: 22X silZ X HFLIE| X[AS 28 NVIDIA JHLA}F It 22 2|AAE SHEGHMAIL.

O|2{$t X|& 1t MZEl XtMISH x| THA|S 2™ AF2XH= Ubuntu 24.040 A X|HCH Al 22 % AT E QI8 NVIDIA
RTX 6000 Ada ¥ I AH|O|MQ| AHE Szt o JASLICH

https://developer.nvidia.com/cuda-downloads?
target_os=Linux&target_arch=x86_648&Distribution=Ubuntu&target_version=24.04&target_type=deb_local

CUDA Toolkit Installer

Installation Instructions:

wgethttps://developer.download.nvidia.com/compute/cuda/repos/ubuntu2404/x86_64/cuda-ubuntu24
04.pin

sudo mv cuda-ubuntu2404.pin /etc/apt/preferences.d/cuda-repository-pin-600
wgethttps://developer.download.nvidia.com/compute/cuda/12.9.0/local_installers/cuda-repo-ubuntu24
04-12-9-local12.9.0-575.51.03-1_amd64.deb

sudo dpkg -i cuda-repo-ubuntu2404-12-9-local12.9.0-575.51.03-1_amd64.deb

sudo cp /var/cuda-repo-ubuntu2404-12-9-local/cuda-*-keyring.gpg /usr/share/keyrings/

sudo apt-get update

sudo apt-get -y install cuda-toolkit-12-9

Additional installation options are detailed here.
Driver Installer

NVIDIA Driver Instructions (choose one option)
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https://developer.nvidia.com/cuda-downloads?target_os=Linux&target_arch=x86_64&Distribution=Ubuntu&target_version=24.04&target_type=deb_local
https://developer.nvidia.com/cuda-downloads?target_os=Linux&target_arch=x86_64&Distribution=Ubuntu&target_version=24.04&target_type=deb_local

To install the open kernel module flavor:
sudo apt-get install -y nvidia-open

To install the proprietary kernel module flavor:
sudo apt-get install -y cuda-drivers

To switch between NVIDIA Driver kernel module flavors see here.

The CUDA Toolkit contains Open-Source Software. The source code can be found here. The checksums for
the installer and patches can be found in Installer Checksums. For further information, see the Installation
Guide for Linux and the CUDA Quick Start Guide.

Ubuntu 20.04/22.04/24.04, Debian 12

To switch from proprietary to open:

# apt install --autoremove --purge nvidia-open

HOXE

https://velog.io/@scuderia/%EB%AG6%AC%EB%88%85%EC%8A%A4-24.04-cuda-cudnn-
Y%EC%84%A4%EC%B9%98

https://developer.nvidia.com/cuda-downloads?
target_os=Linux&target_arch=x86_648&Distribution=Ubuntu&target_version=24.04&target_type=deb_network

« nividia driver &%
o sudo apt install nvidia-cuda-toolkit

« llama-cpp-python version available for CUDA 11.7.

cuda

https://www.cherryservers.com/blog/install-cuda-ubuntu

https://developer.nvidia.com/cuda-12-2-2-download-archive?
target_os=Linux&target _arch=x86_64&Distribution=Ubuntu&target _version=22.04&target type=deb_local

Nvidia NIM

https://docs.nvidia.com/nim/large-language-models/latest/getting-started.html

https://linuxconfig.org/how-to-install-the-nvidia-drivers-on-ubuntu-22-04

nvidia GPU on Docker

https://www.howtogeek.com/devops/how-to-use-an-nvidia-gpu-with-docker-containers/

https://www.cyberciti.biz/fag/how-to-install-nvidia-driver-on-centos-7-linux/

https://docs.nvidia.com/cuda/cuda-installation-guide-linux/index.html#rhel-7-centos-7
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https://velog.io/@scuderia/%EB%A6%AC%EB%88%85%EC%8A%A4-24.04-cuda-cudnn-%EC%84%A4%EC%B9%98
https://velog.io/@scuderia/%EB%A6%AC%EB%88%85%EC%8A%A4-24.04-cuda-cudnn-%EC%84%A4%EC%B9%98
https://developer.nvidia.com/cuda-downloads?target_os=Linux&target_arch=x86_64&Distribution=Ubuntu&target_version=24.04&target_type=deb_network
https://developer.nvidia.com/cuda-downloads?target_os=Linux&target_arch=x86_64&Distribution=Ubuntu&target_version=24.04&target_type=deb_network
https://www.cherryservers.com/blog/install-cuda-ubuntu
https://developer.nvidia.com/cuda-12-2-2-download-archive?target_os=Linux&target_arch=x86_64&Distribution=Ubuntu&target_version=22.04&target_type=deb_local
https://developer.nvidia.com/cuda-12-2-2-download-archive?target_os=Linux&target_arch=x86_64&Distribution=Ubuntu&target_version=22.04&target_type=deb_local
https://docs.nvidia.com/nim/large-language-models/latest/getting-started.html
https://linuxconfig.org/how-to-install-the-nvidia-drivers-on-ubuntu-22-04
https://www.howtogeek.com/devops/how-to-use-an-nvidia-gpu-with-docker-containers/
https://www.cyberciti.biz/faq/how-to-install-nvidia-driver-on-centos-7-linux/
https://docs.nvidia.com/cuda/cuda-installation-guide-linux/index.html#rhel-7-centos-7

